EigenCluster

A tool for Pharmaceutical and Biotech discovery
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Market Opportunity

Business today requires companies to store and process massive amounts of data, e.g., research data, market data, sales data and financial data.  For example, the most successful companies will be the ones who are able to find connectivity between drug trials, discover the underlying demographic shift of their retail consumers, or expand to the right geographic region the quickest.  Many of these answers lie within data already collected and housed by the companies themselves. 

As the size, scope, and complexity of data increases, companies must turn to ever more innovative data analysis techniques. Pharmaceutical industry analysts estimate that the doubling time of biopharma and biotech knowledge is six to nine months. In other words, researchers will generate a volume of new data over the next half year that is equal to the cumulative amount of information gathered since the dawn of the biosciences. Not surprisingly, the Bioinformatics industry is predicted to grow to $1.7bn by 2001 to compensate for the unique needs presented by such large data sets.

Finding trends and patterns within these ever more sizable and complex data sets will be a vital part of success in the near future.  Clustering algorithms are at the forefront of data processing in research today and their adoption in a business setting is an inevitable trend that our company, EigenCluster, will address.  EigenCluster has the fastest, most accurate and most insight-producing clustering technology which will become a must-have for pharmaceutical and biotech R&D as well as finance, retail and manufacturing.

EigenCluster will initially focus its product on the Pharmaceutical and Biotech industries in order to maximize resources and gain a self-referencing customer base and inertia.  Clustering technology has many uses, however, and the company’s growth can come outside of this industry in the future.   

Target Pharmaceutical and Biotech markets

There are several areas of pharmaceutical and biotech research that EigenCluster will target. The first, and largest, market is that of micro-array analysis, a technology that has enabled the simulataneous sampling of thousands of gene expression levels. Micro-arrays are used by pharmaceutical companies to detect drug reaction profiles, clinics to diagnose patients, and systems biologists to elucidate organismal structures. EigenCluster will enable researchers to correlate genes will each other over multiple micro-array experiments, and draw conclusions about related genes.

EigenCluster will also target the area of information clustering and analysis across multiple data platforms. EigenCluster enables the synthesis of both in-house information and external datasets, and this amalgam can drive smarter, more rational product design. For example, in animal testing, the number of variables explored is inherently constrained due to time, resources and the physical requirements of the tests. Therefore researchers must make many assumptions and educated guesses to design and develop an effective protocol. EigenCluster enables a researcher to leverage existing knowledge to optimize experiments.

Marketing Strategy

Sales Strategy

EigenCluster will first target a few leading enterprises in the pharmaceutical and biotech industries.  It will create a partnership with these early adopters, including companies such as Pfizer, Merck, Genentech and Biogen Idec.  EigenCluster will show these companies prototypes of the product as well as extensive research showing the superiority of the EigenCluster algorithm.  

We will selectively choose three of the most innovative firms to be early adopters of the technology and will serve as pilot projects.  These early adopters will become partners in the development process, refine the product and serve as success stories and reference points to the rest of the pharmaceutical and biotech industries.  The support of the Board of Advisors will help reduce the sales costs and will channel the energies of the young start-up towards a clear and specific target.

The meetings with the key decision-makers in the targeted companies will be set up through the support of both the Board of Advisors and the founders of the start-up (professors at MIT). 

Through a system of customer service and personalization of the relationships with the key decision-makers in the customer organizations the sales team will build in time a strong support base for presenting and selling future EigenCluster products and services.

Product Description

The centerpiece of the software platform is an advanced clustering algorithm developed by MIT Professor Dr. Santosh Vempala. The algorithm clusters large datasets to yield groups of related items and unfold patterns. Unlike most commercially available clustering algorithms, EigenCluster employs a combination bottom-up and top-down approach to clustering that yields more accurate and meaningful groupings. Eigencluster can be implemented as either a web-based or a locally downloadable software.

EigenCluster software has a simple interface and is flexible to a wide variety of applications. The software can be used to cluster results from an individual experiment, groups of experiments, or to organize data within an entire organization or company.  EigenCluster easily interfaces with external databases so that users can stay abreast of recent changes in their fields. All data and information generated can be elegantly presented in various predefined reports, apart from any report the user may want to customize.
Why does Eigencluster outperform its competitors?

As an algorithm, Eigencluster offers several attractive features compared to its competitors. First, Eigencluster generates groupings on the fly, and thus does not require memory to store predefined clusters. Second, Eigencluster has been shown to outperform all rivaling clustering algorithms in the areas of accuracy, orderliness, and effectiveness. Eigencluster performed 5% more accurately than the p-QR algorithm, 5% more accurately than the p-Kmeans algorithm, and 23% more accurately than the K-means algorithm. Eigencluster has proven 25% more effective than BEX02, 13% more effective than LA99, and 10% more effective than NJM01. Finally, Eigencluster has been shown to generate clusters that are, on average, 7% more orderly than those generated by B97, and 17% more orderly than those generated by Dhillon 2001.

As a software platform, Eigencluster compares favorably to it s competitors. The three open source leaders in the field of gene expression data analysis are the Bioconductor Project, TM4, and Bioarray Software Environment (BASE). Bioconductor operates at a command line prompt, and thus is less user-friendly than Eigencluster’s GUI interface (an example can be found at http://www-math.mit.edu/cluster/). TM4  requires users to reconfigure their databases when adding new tools to the software platform, whereas Eigencluster has been optimized to easily interface with new tools. Finally, BASE does not offer clustering capability. 

The private industry leaders in the field of gene expression data analysis are more numerous, including QCPathfinder, Ocimum Biosolutions, Nexus Genomics, Biomax Informatics AG, Biomax Informatics AGn, and Vivisimo. All of these make use of algorithms similar to the aforementioned standards (p-QR, p-Kmeas, etc.) that are out-performed by Eigencluster.

In summary, the advanced EigenCluster algorithm will allow it to analyze huge sets of data like no other before. Even for smaller sets, the algorithms perform better, with greater reliability and speed. The package we deliver is targeted at various needs of our clients, which makes the system versatile. And finally, we offer a top notch team gathered from the best schools, research centers and business community willing to offer the best service and support for our clients.
Financial Projections

EigenCluster will spend the first year gathering product requirements from pilot pharmaceutical and biotech customers and developing the software platform.  Expenses will include labor, software development, rent and administration.  Labor will include the CEO, marketing/sales and technology specialist. The development will mostly be outsourced abroad to obtain a low-cost, quality end-result.  Rent for office space will be minimized.  Up-front contracts will be obtained by two to three visionary customers who will pay a down-payment to receive a semi-customized first version of the software which will be paid in the second half of year one.

By the second year, a first version of the product will be available.  The first set of customers will have working versions with an ongoing maintenance agreement to ensure their satisfaction with the product as well as gaining insights into features for future releases.  The workforce will double from 4 to approximately 8.  The new and still small sales team will land additional customers with the actual product on hand to sell.  There is a target of 15-20 new contracts in the second year.  A second release of the product will be underway.

With a strong product and continuing lead in the clustering algorithm field, s’s third year will increase sales by a multiple of three.  The company will be in a strong financial position to develop an additional release of the product as well as starting on 2-3 new products to sell to new industries such as financial and retail.

	Profit and Loss Forecast
	
	
	
	
	

	 
	Year 1
	Year 2
	Year 3

	 
	Q1-2
	Q3-4
	Q1-2
	Q3-4
	Q1-2
	Q3-4

	Sales income
	 
	$500,000
	$3,000,000
	$6,000,000
	$10,000,000
	15,000,000

	Cost of sales
	 
	10,000
	20,000
	20,000
	40,000
	40,000

	Gross profit
	
	510000
	3,020,000
	6,020,000
	10,040,000
	15,040,000

	Expenses:
	 
	 
	 
	 
	 
	 

	Labor
	$300,000
	300,000
	600,000
	600,000
	600,000
	600,000

	Software dev
	150,000
	150,000
	150,000
	150,000
	150,000
	150,000

	Rent
	15,000
	15,000
	30,000
	30,000
	30,000
	30,000

	Admin
	40,000
	35,000
	60,000
	60,000
	90,000
	90,000

	Total expenses
	505,000
	500,000
	840,000
	840,000
	870,000
	870,000

	EBIT
	-505,000
	10,000
	2,180,000
	5,180,000
	9,170,000
	14,170,000

	Taxes
	 
	 
	872,000
	2,072,000
	3,668,000
	5,668,000

	Earnings
	-505,000
	10,000
	1,308,000
	3,108,000
	5,502,000
	8,502,000

	Cum earnings
	 
	 
	$803,000
	$3,118,000
	$6,305,000
	11,620,000


Financing Need

	Year 1
	Q1-2
	505,000

	
	Q3-4
	500,000

	Year 2
	Q1-2
	840,000

	
	Q3-4
	40,000

	
	Total Financing Needed
	$1,885,000


 [Insert Balance Sheet here]

Exit Strategy

After the second year, a trade sale will be possible to any of the large pharmaceutical or biotech companies or software suppliers.  
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Samantha Sutton

Santosh Vempala, PhD

Andrew Firlik  [take 2-3 sentences from this]
Venture partner at Sprout Group. Prior to Sprout, he was a principal at Canaan Partners where he concentrated on life science investments. While at Canaan, Andrew invested in and served on the board of directors of several companies, including Viacor, Transoma Medical, Omnisonics, IntelliCare, and SpineWave. Prior to his involvement with Canaan Partners, he was a co-founder and principal of Cortex Consulting, where he served as a consultant to Mayfield Fund and several early stage healthcare companies. He is a co-founder and scientific advisory board member of Northstar Neuroscience, a medical device company in Seattle. Andrew has been in the health care profession for 12 years during his training and practice as a neurological surgeon. He has published more than 40 articles in the medical literature, written chapters for several medical textbooks, filed patents on several inventions, and is the co-editor of a book about cerebrovascular surgery. He also co-founded LaunchCyte, a healthcare seed stage investor and business accelerator and serves on the board of directors of NovaVision. Andrew studied biology at Cornell University and Oxford University, received his MBA from the University of Pittsburgh, and his MD from Cornell University Medical College. He is currently a Clinical Assistant Professor of Neurosurgery at New York University School of Medicine and is an attending neurosurgeon at the Manhattan VA Harbor Healthcare System affiliated with the New York University Medical Center. 


Jonathan Kaufman, Ph.D., MBA  [take 2-3 sentences from this]
Jon’s entry into entrepreneurship began in 1989 as a graduate student at Carnegie Mellon, when he funded his master’s thesis in Measurement and Control by becoming employee number two at MicroMed Systems Inc., a start-up company that developed advanced technology for diagnosing heart valve disorders. Jon subsequently entered the pharma-ceutical industry at Merck & Co., where he began writing sequence code for automating the manufacture of several of Merck’s high profile drugs. By the time Jon returned to academia three years later, he had the responsibility of managing a $3 million budget for automating the purification of Mevacor. While at Merck, Jon earned a spot on the New Technology Committee, his introduction to formal technology assessment. While pursuing a his Ph.D. in biophysics at The University of Pennsylvania, Jon was in-vited to help screen physical science invention disclosures at the university’s Center for Technology Transfer. In addition to helping evaluate technologies, Jon out-licensed sev-eral medical imaging technologies. In the process, he learned the basics of contract law, intellectual property law, how to successfully interact with faculty and industry partners and ultimately, how to close deals. Upon completion of his dissertation in 2000, Jon joined LaunchCyte, a seed stage in-vestment company. At LaunchCyte, Jon was promoted to Vice President and Chief Sci-ence Officer, and was the point person in the start-up of all of LaunchCyte’s new compa-nies. Jon served as the founding president of Crystalplex Corp. In addition, Jon was the project leader on all of LaunchCyte’s technology search contracts with industrial part-ners. In his most recent year at LaunchCyte, after earning an MBA in Finance at The Wharton School, Jon managed LaunchCyte’s financial reporting and audits. This responsibility involved accounting for a wide variety of options, convertible debt instruments, preferred stock issuances, bridge financings, and partnership taxation. Jon currently serves on the boards of the following privately held companies: Reaction Biology Corp., Crystalplex Corp. and Immunetrics, Inc. 

Extra paragraphs [not currently part of paper]

addresses this problem via an effective method to cluster data; clustering data organizes it into a small number of distinct homogeneous groups. For instance, clustering genes in biology can result in groups of genes that are similar in function. Our method overcomes obstacles faced by existing clustering techniques: (i) it views the data in a global (rather than local) manner, (ii) its performance has rigorous mathematical guarantees for finding a good clustering of the data; existing techniques have no such guarantee and could output poor clusterings and (iii) it is designed to be a general clustering method, applicable to a wide range of data types, e.g., the WWW or portions of it, a library or company's database, market data etc.. For a biotech company, the impact of an effective clustering method might be discovering important correlations among drugs. For a retail business, clustering data can reveal new customer groups, allowing one to base business decisions on aggregate patterns in data. Our business model is to provide enterprises with both the clustering method and the ability to tailor its options and parameters for specific goals.

---

The introduction of e-R&D is a critical step. In Silico technologies will enable drug manufactures to accelerate the selection process, reduce the cost of preclinical and clinical studies and increase their overall chances of success. We estimate that they could collectively save at least $200m and two to three years per drug. 

Yet most pharmaceutical companies are ill equipped to make the transition - partly because their IT is under-funded and overworked. They are already grappling with various compliance issues, the new technologies involved in early research and the corresponding increase in the output of data. But if the industry is to exploit the real power of e-R&D, it must innovate new technologies, build networked organizations and harness it knowledge capital. It must reinvent the role of the IT function. Above all, it must jettison the old, empirical way of doing things for systemic, predictive processes based on a more complete understanding of how the human body works. 



I have looked around a good bit today and there is much data on various firms selling software/information services in the life science field. My sense is that we really need to pick as specific of an area/application as possible to develop this business plan. Otherwise, we run the risk of committing a start up sin... being a technology in search of a market! If this happens then we'll go through the entire semester without any true grounding. 

I might suggest the following "animal research sector" is one way to be true to the "clustering" methodology of Dr. Vempala. The core ability of the technology is to manage the rapid increase in the volume of readily accessible data and then to locate relevant information and organize it in an intelligible way. I don't think the following animal application is a big leap of faith. 
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