A. Overview and Structure of Proposal
OpenWetWare (OWW) is a collaborative website that provides researchers an online venue for easily storing, organizing, and sharing information. By encouraging the growth of online communities of researchers, OpenWetWare captures information that is typically not widely disseminated or stored electronically. Future work will enable automated information organization, simplified interfaces with existing databases, and contextual tagging of data, leading to improved information quality and utility. We will also develop a wiki distribution for biological researchers to both serve a wider community than just OWW and to standardize wiki software across scientific communities. To accomplish this goal we are asking for funding to construct a small team to provide administrative and technical support to complement the existing dedicated and energetic volunteer community. The grant will provide an overall background and significance (section B), preliminary results from one year of operating OpenWetWare (section C), and proposed work to further each of three aims (section D).

B. Background and Significance

B.I Information Loss in Biology
The process of biological research generates and makes use of a wide variety of information, much of which is either inaccessible or unrecorded. For example, articles and conferences typically summarize completed projects and results, while biological databases store and share high quality experimental data. Much of the remaining information is never recorded or released from the laboratory. Furthermore, little to no information on unsuccessful research projects is disseminated [1, 2]. Finally, existing mechanisms sharing information often do not do so as rapidly as would be desired.

 
Biological research would benefit if all classes of biological information were more accessible. For example, detailed laboratory techniques, common pitfalls, and failed approaches could shared during the course of a project and stored for later reuse In the absence of this information, the contexts, experiences, and methodologies of research are often lost. For this reason, laboratories often struggle to repeat and extend the work of others. The problem of incomplete information storage and sharing has been highlighted by a set of large-scale studies of sharing in the field of genetics and other biological disciplines [3-5]. Many types of information are withheld, from sequence information (28% of researcher surveyed), pertinent findings (25%), phenotypic information (22%), and information regarding laboratory techniques not used in publication (16%). The study also showed that most thought such withholding of information and materials “slowed the rate of progress in their field of science (73%) and had “adverse effects on their own research” (58%). 

In the same studies, 80% of those researchers that withheld information responded that the effort to produce post-publication information or materials was too great. First, much of the relevant information is not appropriate in the original publication because of space restraints, lack of direct importance to the results, and because too many details can detract from the publication's message. The information subsequently becomes harder to share because there are neither strong incentives, nor an easy way to digitize, organize, and maintain such information.  The effort to retrieve additional requested information after publication, sometimes long after the original researcher has left the lab, is often too large for the laboratory to comply. Furthermore, researchers that are sharing information are doing so offline, or in an ad-hoc manner that does not provide an efficient means of reuse of that communication nor make the information easily available to a wider community. However, if more laboratory information were kept in an organized, archived, and sharable digital form, then compliance with such information requests would become much easier.  

B.II Current Information Infrastructures
There are many existing technological infrastructures to digitally store and organize biological and laboratory information. However for a variety of reasons none provide a means to capture this lost biological information. First, there are many large databases for highly structured information such as genome sequences and annotations[6], protein structure[7], and large-scale experimental data sets [8]. The fixed structures of these resources prevent easy expansion of information types. For example, there is no current means to link primary data, such as sequencing results, to the final processed data available in such databases, such as a GenBank sequence. In addition, individual communities cannot tailor these resources to fit their needs; they are fixed resources for all users.  

Second, communities of biological researchers have constructed more informative databases tailored to their area of research [9, 10]. Perhaps the best example is WormBase, a repository for information related to the C. elegans community [9]. WormBase contains data, relevant publications, researchers involved, and other information from large scale data sets, genetic screens, developmental observations, phenotypes and genotypes of strains, genome sequences, molecular biology results, etc. In addition, there are powerful search tools that allow one to find relationships between these informational resources.  However, such a resource requires a tight-knit community and a mature research field in order to allocate the resources to centrally collect, curate, and expand the resource.   Such an approach would be difficult to expand to nascent communities, and new types of collaborations and data collection.  

Third, consortiums have recently developed standard formats for storing information. Projects such as Gene Ontology and SBML provide standard ways to define relationships among sequence annotation and biological data sets, respectively[11, 12]. These efforts allow diverse groups to individually generate, share, and analyze data without the need for a central database to store and access such information. However, these standards require large dedicated efforts on defining and expanding these standards. This process, while important, does not allow quick and easy ways to define new relationships. In addition, these standards require many dedicated tools in order to visualize, analyze, and share this information. Thus, they share the same problems with the community base information management schemes in they require significant resources for new types of information storage. 

Finally, individual laboratories often form their own ad-hoc informatics infrastructures to manage their data.  These range from collections of word processing documents to custom-built databases or websites that describe chemicals, protocols, and other information.  However, these custom approaches prevent interoperability between the information itself, and the tools used to organize, version, and mine the information.  As a result, laboratories tend to repeat efforts developing customized tools. 

Recently, new tools have been introduced in information technology for collaborative information generation and organization [13]. For example, tens of thousands of users have collaboratively generated a useful encyclopedia of over one million articles called Wikipedia [14]. Wikipedia runs on an open-source software wiki distribution called MediaWiki.  A wiki is a piece of software that allows many people to easily generate, edit, and link between content simultaneously. The ability to construct a webpage using HTML has been available from the start of the web. However, it is a wiki's simplified syntax for editing, linking and generating information that has been a major force for the widespread adoption of wikis. In addition, the wiki software allows many people to collaborate on informational resources quickly and efficiently. Another technology, termed Semantic Web (SW), is a set of standard languages promulgated by the World Wide Web Consortium that transforms the simple links between web pages into a machine-comprehensible structure [15]. SW is at root a set of common standards to describe and name the relationships we contemplate and describe in text - "this gene is active in this disease, is related to this protein". Built on the success of the web’s hyperlinks, these technologies extend the capabilities of the existing infrastructure by giving individuals the capability to assign greater meaning to digital resources. Using SW gives some of the power of structured databases to unstructured information resources while allowing limitless and decentralized extendibility.   


B.III OpenWetWare
OpenWetWare (OWW) is a wiki dedicated to capturing and curating the day-to-day knowledge of researchers at the bench that is otherwise lost in offline lab notebooks or shared only in small communities. OWW uses a customized version of the MediaWiki distribution combined with many extensions specific to biology communities (see Table 1). The site allows visitors to view all the available content, however requires a registration process for the ability to edit and create new content. OWW contains areas that allow users to post content about themselves (User Pages), their laboratories and collaborations (Lab Pages). In addition, there are specialized areas that allow users to collaborate and improve general information resources (Shared Resources) and to comment and help improve OWW itself (Community Portal).
There are three key software features that drive OWW's growth and separates it from existing information management mechanisms described previously. First, editing content is very easy, and does not require knowledge of HTML. The wiki uses a simplified annotation to give users easy ways to write information, add simple structure to the page, and link to other pages.  Second, all users can edit any information on the site, which allows decentralized editing and contribution of information. Finally, the viewability of all information on the site encourages information reuse and a culture of sharing. 

We expect that the continued growth of OWW will significantly impact biological research.  First, the breadth and availability of scientific information will increase dramatically (see C.II.a). For example, information not typically published in scientific literature, such as control experiments and negative results, can easily be distributed to the community.  Second, OWW will enable new opportunities for collaborations across institutional and geographical barriers (see C.II.b), allowing researchers in isolated and under-represented areas to partake in new collaborations and sharing of information. Third, the availability of detailed authoring and versioning of edits on every page gives users a quick and easy mechanism to contribute to research, opening up new opportunities for evaluating scientific contribution, merit, and impact. Fourth, educational materials will be increasingly easy to develop, share, and reuse (see C.II.c). Finally, funding agencies, ethics groups, and the general public will have unprecedented access and new understanding for the process of scientific discovery and the current state of research. 

The current proposal seeks to address specific challenges facing the community by constructing tools to better generate and manage information, provide a generalized software distribution to make these tools available to a wider community, and finally move OWW from a site maintained in our laboratory, to an independent self-sustaining open source community. 
C. Preliminary Results 

C.I Overview 

OpenWetWare started approximately one year ago in our lab as a tool to digitize, store, and share laboratory information. To increase the quality of OWW's shared resources, we soon opened the site up to other labs at MIT, and then more broadly as an open invitation to the scientific community. In a period of one year, OWW has grown from one laboratory at MIT to 60 laboratories around the world and from a few users to over 1000. This tremendous growth is a direct result of OWW's usefulness to the biological community. The ease with which users can generate, edit, and link between information, the accountability of all contributions made to the site, and the ability to communicate and collaborate between members have all made OWW a valuable tool for information storage and curation.  In addition, a dedicated group of volunteers have helped ensure that the infrastructure supporting OpenWetWare has grown along with the user base.  In C.II, we will discuss how OWW has already been useful at generating and curating types of information not commonly found elsewhere. In Section C.III we will describe the importance of communities on OWW and the technical infrastructure that has been built to support their growth. 

C.II Information on OpenWetWare 
Users have generated many types of useful information that cannot be found elsewhere, such as: up-to-date individual and laboratory research directions; protocols, notes and tricks, and/or expected results on hundreds of biological procedures; laboratory notebooks detailing ongoing experiments; information on equipment operation, calibration, and control experiments; aggregated informational resources on strains and genotype information; collaborative project discussions and data; community generated information portals on particular fields; safety information and procedures; etc. In addition, professors at MIT and other institutions successfully developed and taught courses from sites developed on OWW, demonstrating the success of the wiki in an educational environment. Here we will provide details on a few examples to illustrate the types of informational resources being developed.  

C.II.a - Protocol, Equipment, and Biological Information Resources:
Users on the site have found it useful to post protocols and other information integral to research because it improves their ability to store, reuse, share, and improve this information. The protocol collection on OWW has hundreds of protocols in different areas of research. These protocols can be quite detailed as there are no restrictions on space, and allow links to other informational resources. For example, one popular protocol posted by a user involves making better gels for electrophoretic protein separation [16]. The protocol contains information on background on how the protocol was developed (gleaning information from patent literature, which is linked), a summary of why these gels work better (better pH and buffering, better storage, ease of running), detailed protocols on how to run the gel, and pictures of gels run with the protocol for information on expected results. In addition, since all pages are linked to the editor(s), there are built in points of contact for further guidance.

Information on OWW is not limited to what are classically considered protocols. Proper equipment usage, calibration and maintenance present similar challenges to biological researchers, but information sources on these subjects are rare. For instance, we started a page to describe our 96 well microplate reader[17]. The page contains: scheduled user times; information on creating basic protocols and programs to run experiments; data from control experiments on detection limits, linear range, lamp energy, plate to plate variation, etc; tips such as countering evaporation and arrangement of samples; scripts in Matlab and Excel for data analysis; and a service history of the equipment along with major problems. OWW now contains dozens of similar equipment pages.

While OWW makes it easy for an individual to generate information, the unique strength of OWW becomes apparent when multiple people are able to collaborate to improve a single information resource.  Three current trends of how users collaborate to generate biological information are emerging. First, users can aggregate data from different protocols on individual laboratories to provide a more detailed resource for the procedure. For example, several labs posted protocols for DNA ligation using different methods [18]. Some members of those labs began a 'meta-protocol' page describing the background and general procedure of DNA ligations and linking to protocols from multiple laboratories with descriptions of their differences.  Other individuals later added tips, observations, and publications. Second, users are providing feedback of their experiences using other users' protocols. A researcher posted a particularly detailed protocol on a method for quantifying proteins using a ß-galactoside assay [19]. Another researcher subsequently posted her general experiences with the protocol, and sample data demonstrating the repeatability, and general levels of output to expect on a standard control experiment. Third, users are collaborating to aggregate biological information from disparate sources. For example, a researcher began populating a page with Escherichia coli genotypes [20]. Later another user-contributed explanations of the cryptic phenotype nomenclature allowing those outside the field to more easily understand the information on the page. The page now has over 60 explanations of the nomenclature, information on over 40 commonly used E. coli strains, other information dealing with methylation and other common issues, links to related resources, and references to particular papers of interest. 

Finally, allowing free-form contribution by users has presented challenges to effectively organize the information. The previously described Shared Resources section was initially put in place to help address the issue. However, as the site has grown, manually maintaining and organizing the Shared Resources section has become cumbersome. We are now proposing several technical approaches to address these concerns (see D.III.b and D.III.c). 

C.II.b - Community portals: Laboratories and Fields of study 

OWW provides an easy to use and flexible method for developing online communities.  These communities range from individual laboratories to multi-institutional groups working in the same field. Encouraging community growth on OWW will further information contribution because communities inherently share information.  OWW provides a convenient mechanism for sharing this information, and thus captures it for reuse by other communities.  Individual laboratory communities tend to share practical information such as protocols, details about equipment operations, and results of control experiments. Larger groups share information about community standards, research goals, and shared materials. The examples that follow demonstrate the utility of OWW for the rapid development of online scientific communities. Furthermore, they help confirm our expectation that such communities will be integral in encouraging researchers to contribute novel content to the site.

The most common community on OWW is the individual research lab. For example, Pam Silver’s group at Harvard Medical School is an excellent example of a lab that has integrated OWW into their day-to-day research. They use OWW to share information such as lab meeting schedules, protocols, research directions, and details on reagents [21].  The tools made available by OWW enabled the Silver lab to rapidly create an online community site for their lab and to populate it with novel information that otherwise would not have been disseminated.
Synthetic biology is a relatively new field generating much excitement within biology and engineering. The members of this nascent field have used OWW as an community organized information portal that is dynamically generated from the community edited wiki page[22]. OWW is used by researchers in the field for a number of purposes such as: dissemination of recent news relevant to the entire community, discussion pages about experimental protocol standardization, discussions on new research projects and efforts, individual and group research results, links to community resources, conference and job announcements, links to individual labs on OWW in the field, and much more. There are five labs from four different institutions that maintain this resource. OWW has provided a common online space for these labs to share information and collaborate more effectively, independent of institutional and geographical barriers. As a result all the information that is exchanged between groups is freely available.

C.II.c – Education

The advantages of OWW that make it useful in research also make it a powerful medium for information management in the classroom.  There have been several initiatives for teaching classes through OWW.  Putting these course materials on OWW enabled collaboration on course development, facilitated student involvement and interaction, and allowed curriculum reuse. 

During the spring of 2006, MIT's Biological Engineering department taught a new undergraduate introductory lab techniques class titled Laboratory Fundamentals of Biological Engineering (20.109) [23]. A team of four faculty, two instructors, and four teaching assistants taught the course.  Together they developed the course content, which ranged from background materials on the particular course modules and experiments, detailed protocols, day to day laboratory instruction, and general information on the laboratory, safety, course policies, presentations of their results, etc.  At the start of the course, students were given accounts on OWW. The students quickly began improving content on the site by catching and correcting errors in course content [24], and uploaded experimental results based on the protocols [25].  Instructors were able to give feedback on those results and improve course material for future teachings. Providing course content in a reusable form on OWW promotes sharing of educational ideas and materials within the community in a way that static course websites cannot. Moreover, having 20.109 protocols and accompanying explanations available on OWW provides a rich resource for novices entering biological research.

C.III Technical and Community Infrastructures Serving OpenWetWare
Our experience with OWW has demonstrated the need for active, vibrant communities both to support the generation of new scientific content and to identify and address the needs of scientists on the site.  In particular, OWW has relied upon community-driven leadership, and we will describe how the organization of the leadership has evolved into a functioning steering committee. Next, we will discuss how the committee has handled and encouraged the growth of the overall community. Finally, we will discuss the informational and technical infrastructures that have been put in place in response to the changing needs of a rapidly growing community. 

C.III.a Establishing Community-driven leadership   

The original leadership of OWW began with students in our laboratory interested in using a wiki to manage and share information.  As OWW grew to include members and laboratories outside our community the ability to make group decisions was severely diminished and required more work than possible from a few students. Formal mechanisms were needed to determine how important decisions were made, how tasks were to be carried out, and how to get more users that were willing to contribute to the overall maintenance of the site. To this end, the OWW steering committee was formed in January 2006. 
 
Membership in the steering committee is on a volunteer basis, and there is a very fluid organizational structure. One member serves as an organizer, setting an agenda for a monthly meeting. Other members volunteer to spearhead particular projects, for instance, members have led small teams working on advertising, community development, software development, information management, and other needs as they have arisen. The steering committee currently consists of 28 members from 12 institutions, and is largely made up of graduate students. When consensus cannot be reached on a topic, decisions are made by majority vote of members present (or teleconferenced) at the meeting. Since its inception, the steering committee has provided the overall vision, the division of labor, and the community building for the OWW project.

Outside of the steering committee there are also certain users who are very active editors and contributors to the site (herein termed power users). Power users often suggest new initiatives to the steering committee and pioneer placing new types of information on OWW.  Furthermore, they often help new users to become familiar with the site, and so play a role in user retention. As our user base scales in size, it is essential that the number of power users scales with it, and to enable that we have actively encouraged the development of new power users by creating the Community Portal section. The Community Portal section contains topics for discussions on various areas important to the development of OWW itself, such as: software, community development, information management, and courses. A user coming to the community portal will find active discussions and places to help in the development of OWW, thus the portal serves as a power user recruiting tool by showing users who would like to help out where they can plug into the project. 

Identifying and addressing community needs as OWW grows has depended upon leadership derived from within the community. Top-down leadership will likely be unable to scale as the community grows. Encouraging community leadership can provide a better mechanism for identifying problems and solutions as well as carrying out tasks can be distributed across a collection of volunteer community members.

C.III.b  Encouraging Community Growth 

Collaborative web technologies provide technical solutions to increase sharing.  Alone, they are insufficient to establish the sort of information resource we are describing in this proposal – put simply there is more to OWW than the technical infrastructure underlying the site. There is a dedicated community of users who are committed to using the site to share information and collaborate, and our experience suggests this community is the greatest asset in ensuring the success of the work described in this proposal. 

The researchers on OWW, led by the steering committee, have actively encouraged the growth of communities on OWW in a variety of ways. For example, there have been several informational pages developed to aid in getting new users acquainted with OWW.  Users have written detailed tutorials on building personal and laboratory information sites and guided tours of the various features of OWW.  In addition, the steering committee led the reorganization of the Main Page to help attract new groups to the site.  For instance, the OWW Highlights were started by a steering committee member to call attention to special news and outstanding contributions to OWW in order to provide others with examples for use.  Finally, communication between members (which is easily done within OWW) is integral in helping people get acquainted with the site. In combination, these efforts have provided new users a sense of community and comfort with the site. 

Often, when new members of laboratories join OWW, they are concerned about vandalism and accountability, since every user on OWW is able to edit every page on the site.  We have addressed issues on both technical and community levels.  First, each new member of OWW is screened by a small group of steering committee members (aided by a custom user management tool; see Table 1) to ensure that only researchers that wish to add content are given access and that each member has verified contact information.  This also provides an opportunity to provide information on community practices and help with getting starting on the wiki.  Second, each change on the site is tracked and stored on a history section associated with each page.  Vandalism, and for that matter mistakes, can be quickly reverted, and attributed to a particular user that had gone through the screening process.  This not only provides strong accountability on each edit, but also provides a mechanism for giving credit for contributions by a researcher.  Third, the steering committee established community guidelines asking users to refrain from making major changes to pages prefixed with a lab or group name.  For instance, the page “Silver:DNA ligation” represents the Silver lab’s DNA ligation protocol, and changes should not be made by non-Silver lab users, whereas the page “DNA ligation” represents a community protocol that could be improved and updated by any member.  The effectiveness of these measures is illustrated in the fact that to date, OWW has not been subject to even a single identifiable case of vandalism.  

	Tool Name
	Function and Usage

	Biblio
	An extension that allows simple citations and creation of bibliographies. Users can use a PubMed ID or an ISBN number to a reference, and a full citation with authors, publication title and reference, and links to the external database are generated automatically. 

	Automated Linking
	Automatic linking to published documents using DOI, or other biological databases such as the Registry for Standard Biological Parts. 

	Show/Hide 
	A simple extension allowing users to simply hide excess information, which viewers can expand if they choose to get more detail. 

	Filtered Changes 
	Allows users to filter recent changes to OWW by user, laboratory, and other useful criteria.

	SideBar Customization 
	Allows users to customize the sidebars on OWW to allow easier navigation within the larger site of OWW. 

	Wiki Import 
	Allows importing of separate wikis into OWW to facilitate merging of disparate wikis. 

	Dewikify 
	A tool that allows automatic dewikification of wiki pages. This allows groups to use the site as a distributed content management system for websites.  

	User Management System 
	A customized tool that allows simplified processing of new user requests.  Upon new user request, users are automatically logged, and can be accepted or rejected.  Automatic form letters are used to give welcome information. 


Table 1: Tools Developed and Incorporated by OpenWetWare Community
C.III.c Growth of informational and technical infrastructure 

There are a number of software tools that have been developed by members of the OWW community.  Although these tools have largely been developed by users to address problems they are personally facing in using the site, they serve to make the site more useful to all OWW users.  The steering committee has taken steps to encourage software developers within the OWW community to develop new tools.  For instance, we have provided access to a development version of OWW that runs independent from the actual site.  This provides a platform for software developers to test new extensions without compromising the main site. 

The list of commonly used custom extensions developed by community volunteers is shown in Table 1.  As examples, some particularly critical extensions are the ‘dewikify’, ‘Biblio’, ‘filtered changes’, and ‘wiki merging’ extensions.  ‘Dewikify’ enables a wiki page to be shown without the wiki frame surrounding the content.  This enables labs to use OWW both as an information management tool and as their general, more aesthetic webpage.  The citation manager, Biblio, enables the easy creation of citations and bibliographies within a wiki document.  The user simply provides a PubMed ID or ISBN number and a full citation with authors, publication title and reference, and links to PubMed is generated automatically.  ‘Filtered changes’ allows users to filter recent changes to OWW by user, laboratory, and other useful criteria.  This filtering enables a laboratory to easily monitor changes within its own portion of the site.  Finally, ‘wiki merging’ allows a separate Mediawiki-based wiki to be merged with OWW.  This enables already-existing wikis that would like to join OWW for whatever reason to be able to easily move their content to the site. 
While community software developers are a tremendous resource for OWW, it is unrealistic to expect that they will be able to meet all technical solutions requested by the steering committee.  For instance, we currently have a backlog of desired software tools (some of which are outlined in Specific Aim 2) that are of immediate importance to the community, but are unlikely to be developed by community members due to complexity and effort required of the projects.  Some tools were so critical to OWW’s continued growth (such as a robust user management system for dealing with high volumes of new user requests) that we contracted a paid developer to complete the work.  Moving some of the technical development to a small team of workers would allow development of these larger important tools, as well as take some of the burden from the steering committee to focus on other tasks of importance.   

As OWW has grown, we successfully scaled the computer hardware serving the site from a server in our laboratory to a faster server that is professionally managed off-site with regular backups.  MIT’s Computational and Systems Biology Initiative (CSBI) has graciously donated funds to allow us to remain on this faster machine (see Letters of Support), however based on our current growth we will soon require increased hardware support (see Proposed Research). 

D. Proposed Research 

D.I Overview 

The proposed work seeks to build upon the existing OWW community in order to achieve three specific aims: (1) establish an infrastructure for identifying and addressing community needs, (2) develop a series of critical tools for better information generation and management, (3) implement new approaches to growing and strengthening online scientific communities and supporting the information they put online.

D.II Specific Aim 1: Community & Technical Infrastructure 

D.II.a OpenWetWare Leadership

Over the course of this grant, OWW will transition from a laboratory project to a self-sustaining community independent of our laboratory.  The future organizational structure for site leadership is designed to facilitate this transition.  The users on OWW are in the best position to identify problems with, as well as solutions to, information generation, curation, and sharing on the site.  As a result, it is important that the leadership in charge of allocating personnel and resources is well positioned to leverage this community. 

The leadership will consist of two components: the existing volunteer community-based steering committee, and a new administrative/technical team tasked with supporting the committee. To date, the steering committee has shouldered the community leadership as well as the administrative and technical burdens.  This has led to a reduction in the overall efficiency of site operations, a decrease in contributions of the steering committee towards community problems, and a higher barrier to recruiting volunteer committee members.  In the new arrangement, the steering committee will continue to identify and address community needs, and the administrative/technical team will support these efforts with specialized technical skills in software development and project management for some of the larger challenges facing OWW.  

In years 1-2 the administrative/technical team will consist of two software developers and a half-time project support staff member.  In the first two years the support staff member will support activities of the steering committee, coordinating equipment purchases, interacting with server support personnel, administering funds, and conducting assessment and analysis of progress (see D.II.b).  In year 3, the support staff member position will transition to a full-time project lead.  In addition to the responsibilities defined above, this person will be charged with overseeing the developers, speaking about OWW at other institutions, and pursuing options for long-term sustainability.  The developers will provide technical support to the steering committee and will be tasked to the software development projects described below (see D.III and D.IV)  I will be ultimately responsible for all funding decisions, and will directly approve all expenditures greater than $500.  Lastly, I will defer decisions regarding project prioritization to the steering committee whenever possible to better serve the OWW community.  However, I will work closely with the project support staff in assessing progress and will be prepared to assume more direct control over decision making if necessary.

Beyond the scope of this proposal, the administrative/technical team will serve the needs of the general OWW community as represented by the steering committee. These needs can range from requests for software tools from specific scientific communities to general community-level tools such as categories and tagging.  It will be up to the steering committee, by majority vote, to prioritize the list of additional goals (other than those proposed in this grant) for the administrative and technical team.  This model has been successful in prioritizing the development of the site's many improvements to date (see C).

A large fraction of the steering committee members are graduate students, and we expect that to continue in the future.  As active researchers, students make up some of the most prolific contributors to OWW, and are often the most in tune with community needs.  Furthermore, participation on the steering committee is an excellent educational experience in project management and group leadership for students.  Finally, membership on the steering committee is currently unrestricted; all volunteers are accepted.  As the site grows and matures we intend to restrict the overall size of the steering committee and to put in place a process of community voting for selecting steering committee members (other community-based sites such as Wikipedia have successfully used such a system).

D.II.b Assessment

We intend to evaluate the efficacy of the new tools developed for OpenWetWare.  For example, are the new wizards increasing generation and standardization of content?  Are people using the semantic web tools to annotate their information?  The assessment of these projects will be tracked by two methods.  First, the administrative/technical team will develop metrics to evaluate features based on simple scripts that automatically analyze page edits.  Second, the administrative/technical team will develop user surveys to be filled out by community members.  These surveys will be compiled for those features that do not garner significant activity in order to provide information on why the tool is not accomplishing its goals.  Finally, the steering committee will also provide important feedback on the utility of features as they have a strong grasp of the overall community and its needs. 

D.II.c Technical Infrastructure
OWW is currently growing at a rate of ~20% every month (for the last 8 months), and to support this growth we will need investments in technical infrastructure. We will purchase new server equipment and support in year 1 to meet our immediate needs, as well as in year 3 to account for projected growth. We have an existing relationship with Tech Square, Inc. who have been providing support for the servers donated to OWW by the Computational and Systems Biology Initiative at MIT. We will expand that relationship with explicit funding for new equipment, and a service contract to support hosting, management, and backups. OWW upgrades will be coordinated and vetted by the technical team described previously. 

D.II.d Long Term Sustainability 

The costs of maintaining OWW would primarily be in supporting the small team providing administrative/technical support.  This level of continued support could come from a variety of sources.  For example, if OWW is successful at becoming a centrally important research tool in biology, continued support from public and private donations is feasible.  Second, given the level of internet traffic on OWW, we could consider corporate sponsorship options for supporting the site.  Finally, as proposed here, funding will help transition OWW into a full-fledged open source community.  Distributions will be maintained on SourceForge and will continue to fork from the latest revisions of the MediaWiki distribution, and thus will remain free.  Even in the worst-case scenario where OWW can no longer be supported, the information can easily be technically and legally extracted, and the tools developed by the community will remain intact. 


D.III Specific Aim 2: Improved Information Generation and Management 

The steering committee has previously spearheaded projects to construct tools, extensions, and tutorials to address community needs on OWW. However, the scope and technical detail of certain tools require paid, specialized personnel. The technical and administrative infrastructure specified above will enable the development of tools that are of immediate use to the OWW community, such as interfacing existing biological databases with OWW (D.III.a), automating information organization using categories (D.III.b), providing opportunities to associate greater context and meaning with data through semantic web technologies, (D.III.c), and developing software tools for easing content generation (D.III.d).  

D.III.a New types of information to organize and annotate on OpenWetWare 

As mentioned earlier, researchers often develop new information resources on OWW by aggregating information from disparate resources.  The ability to incorporate information from large structured databases such as GenBank[6] and the Protein Data Bank [7] would give researchers more powerful tools to pull together information in a useful form.  One of the developers from the technical/administrative team will develop tools to initially link OWW to GenBank, a widely used tool in biological research.  Successful development of this tool (and subsequent evaluation of its usefulness to the community) will guide development of interfaces with other databases (PDB, WormBase, etc) requested by the community in the future. 

GenBank provides DNA sequences of organisms, vectors, genes, and other biological samples.  The first phase of the tool will pull information from GenBank, based on GenBank Accession Numbers.  This will provide a means for users to pull down basic information on a particular DNA sequence.  For example, entering <genbank:seq>NC_001604</genbank:seq> will provide information such as the source organism (Bacteriophage T7), sequence length (39,937 bp), and relevant references (12 sequencing references).  The next phase will incorporate methods of viewing sequence and features directly within OWW, as one currently can do in GenBank.  This would allow users to focus on regions of interest in order to highlight information specific to the research being conducted.  The user community has heavily requested the proposed features.  However, the complexity of these additions requires the attention of a skilled web developer.  The most important feature of this tool will be maintaining the ease of use that allows OWW to be harnessed by non-technical users. Finally, we expect that in the future OWW will be able to provide context and experimental details to more structured database with the development of the Semantic Web technologies in OWW (described in D.III.c). 


D.III.b Automated Information Organization 

One of the major hurdles facing OWW is efficiently organizing and storing information generated on the site (see C.II.a).   Few researchers spend the extra effort required to link their protocols to the Shared Resources section.  Hence, while the total information content has grown quickly, Shared Resources pages have grown at a slower rate.  To address this problem, we will provide users with the ability to easily categorize their own information.  Users can label pages using defined categories, and these categories can then be used to dynamically generate pages that organize information based on the categorization. 

The developer will be tasked with implementing simple schemes for categorizing particular pages.  A tab at the top of the page will provide users the option to "categorize" the page.  The user then can pick from existing categories, or create their own.  Finally, the ability to produce custom dynamic pages has already been demonstrated with other tools such as Recent Changes filtering (see Table 1), and the developer will extend these tools to allow customized category pages.  The timescale of this project should be quite short (1 month), however, should provide a large jump in the organizational capacity of information on OWW.

D.III.c Providing Context and Meaning to Information  

While the organization of individual pages is important, providing context and meaning to information will provide a more powerful research tool. Scientists should be able to flexibly categorize, search, and discover digitized knowledge. For example, if a user uploads a copy of a new paper, they should be able to easily assign short text phrases (tags) like “p53” and “Huntington’s disease” as well as crosslink the supporting data, electronic descriptions of the protocols used, analysis methodology, and the biological materials involved. However, the real advantage comes from the broad use of a community – when another researcher uses the same reagent and the same “tag”, the information automatically connects itself to the previous experiment. The impact of such automated connectivity is significant.  Just as the open-source programming model allows the community to organically grow the software code base for OWW, the “tagging” model allows the community to organically organize and add value to the knowledge that is created day by day in the laboratory.  

The implementations of these technologies into OWW can be accomplished by using the tools developed at the World Wide Web Consortium (W3C) called the Semantic Web (SW, see B.II). The technologies behind SW are theoretically simple and are based upon three standards developed by the W3C. First, the RDF allows individuals to make statements relating two objects in the form subject, verb, subject (e.g., ‘Paper A’ uses ‘DNA Ligation Protocol B’). Each of the subjects and verb are actually URI (Uniform Resource Indicator). The RDF schema provides hierarchies for concepts and relations (e.g., ‘DNA Ligation Protocol B is a Protocol’). Finally, OWL allows more complex forms of types and relations as well as the ability to merge different ontologies by defining equivalence (e.g., If a ‘Ligation’ is a ‘Protocol’, and a ‘DNA Ligation’ is a ‘Ligation Protocol’, then ‘DNA Ligation’ is a ‘Protocol’).  The current challenge will be to hide the implementation details of the Semantic Web behind an easy to use interface.

We will begin the project by making simple relations based on the categorization of current pages (see D.III.b). Since each page on OWW is itself a URI, we can make simple SW relations based on user-defined categorizations.  When these relationships are defined we can then develop tools to easily pull out the semantized information and view and query this information in a useful form on the wiki [26].  Fortunately, software tools already exist for all of these steps, however customizing them for the wiki, and ensuring ease of use will be the most time consuming tasks.  During this time-frame we will also coordinate with the developers who have recently started developing prototypes of incorporating Semantic Web into MediaWiki [f], as well as other projects who intend to use these tools (EcoliHUB and NeuroCommons, see Letter of Support). 

OWW is uniquely positioned to take full advantage of technologies surrounding SW and apply them to biology. First, OWW is specifically designed to capture the typically undigitized knowledge in the laboratory. Thus, this prevents recapitulation of existing database information, and allows tighter integration with these existing resources. For example, a researcher would create a semantic link between a protocol on OWW and specific protein in the PDB by simple specifying the PDB ID in their protocol. The PDB could later collect this information automatically and include a link on the PDB page to the protocol.  Through this mechanism, end users on OWW are providing context and experimental details for structured databases, just by doing their day-to-day lab work on OWW.  Second, the large community of scientists on OWW could jumpstart the adoption of powerful SW practices as the technology will be specifically tailored for their use and supported by an active user community.  Third, the interconnections and categorizations on OWW already provide strong initial substrate for creating semantic relationships [g]. Fourth, biology is a constantly changing science, and therefore OWW’s flexibility as a wiki to develop and easily make use of definitions and relations is very attractive. As consensus forms around particular methods of tagging information, they can more quickly be incorporated into more standard ontologies, such as the Gene Ontology. Fifth, the OWW community includes key members of the semantic web for life sciences, including John Wilbanks, the first staff member focused on life sciences at the W3C (see accompanying letter). Sixth, one of the developers tasked with the project (Ilya Sytchev) has significant experience with both Semantic Web and wiki technology with his work on the MIT Registry of Standard Biology Parts [27]. Finally, we will coordinate with other large wiki-based projects including EcoliHUB and NeuroCommons so that the tools we develop are generally useful to other communities through the OWW distribution (see Section D.IV and letters of support). 

D.III.d Increasing ease of use and encouraging new technologies 

Previous efforts at improving ease of use have produced increases in contribution (see C.III).  We intend to focus here on "wizards" that will quickly generate templates for common pages posted on OWW such as user pages, laboratory pages, course development pages, protocols pages, equipment pages, etc.  We expect these wizards will increase ease of contributing information, as well as provide increased use of some of the newer technologies of OWW.  For example, incorporation of some of the tools for organization (see D.III.b), and information tagging (see D.III.c) into the wizards will improve the use of these technologies and will accustom researchers to their benefits.  As a result, the wizards will also serve the secondary purpose of enabling better organization and standardization of site materials. 

One of the developers will be tasked with developing a protocol submission wizard and providing a detailed guide to the process of OWW wizard development. The wizard will ask users for information about a protocol such as the title, category, tags, list of labs or individuals that use it, and list of materials that are involved. Using this information the wizard will generate a page for the protocol that follows a standard format, and automatically generate links from the listed labs and user page's protocols sections. Additionally, it will place the protocol in the appropriate common protocols area based on its category and tags. The user will benefit from having a nicely formatted protocol page to fill in, and in the process the community will benefit by having information that is better organized than if the user had undertaken the process without the wizard. The guide to the wizard development process will enable motivated users to build similar wizards for information relevant to their communities. Finally, we understand that it is the ability to create free-form content that has inspired the contribution of much of the unique information to OWW and we will ensure that researchers will always have this capability.  We would rather have content digitized and searchable, even if more unstructured, than to not have it available online at all.
D.IV Specific Aim 3: A standardized wiki distribution for biology 

OWW is committed to remaining a resource for open publishing of information related to biological research. There are many individual efforts to use wiki software for either storing and organizing private laboratory information or facilitating larger collaborative projects aimed at community work with specific goals such as genomic annotation. In these cases, investigators are building their own infrastructures for these efforts. We will develop, distribute, and support a software distribution that includes the customized MediaWiki software and tools described in the previous sections. 

We expect that an OWW organized wiki distribution will solve a number of problems. First, it will allow individual investigators to easily establish private wiki-based information management systems. This benefits individual investigators and small communities by getting access to the many tools that make OWW useful as well as reducing the effort at producing and maintaining such sites. In addition, open efforts, such as OWW, benefit because investigators are putting their information in an interoperable digital form that will make it much easier to make public when appropriate. The distribution will contain a simple method to move information from a private wiki form to other wikis such as OWW in order to distribute particular pages. There are already several investigators, including our laboratory, eager to use the distribution to support their private work (see Letters of Support). 

Second, the distribution will allow several efforts by larger communities to develop wikis to generate and curate specific information. These larger projects have their own needs for their communities, and thus have embarked on using and developing their own wiki infrastructures. However, coordination between these groups would help ensure interoperability, reduce repeated efforts at tool development and customization, and allow strategic division of labor for specific goals. To begin, three new projects, EcoliHub, Wikiomics, and the NeuroCommons have agreed to coordinate tool development and distributions to ensure interoperability between these large projects in the future (see Letters of Support). 

The commitment to an open-source standards based-approach (e.g., MediaWiki, W3C's Semantic Web) between these various projects is important because the ability to flexibly integrate new technologies is essential to any software distribution – imagine a web browser that cannot run media players, for example.  While it is impossible to predict or program for disruptive technological advances, OWW's standards-based approach represents the best technical methodology to react to change.  Furthermore, the open source methodology by which individual users can adapt the system to react to opportunity and recontribute code means that the OWW distribution can grow and adapt without a large, cost-heavy organization driving requirements.

OWW is in the best position to lead this effort because of the tools and extensions already developed specific to biologists, the experience of hosting a large scientific community, and the insight from that community to lead development of new useful tools. Ilya Sytchev, the programmer who has thus far led the technical upkeep and maintenance of OWW, will spearhead this project as one of the two developers on OWW. To begin, Ilya will develop two distributions, one geared towards individual laboratories with privacy concerns, and another for open sites similar to OWW. These distributions will contain all the extensions, tutorials, help pages, et cetera that make OWW easier to use and more powerful than the standard MediaWiki distribution. In addition, he will work on extensions that make it easy for these distributions to share information amongst each other by means of a new “publish” tab. This will allow for example, very simple publishing of a private protocol page on an individual’s wiki to OWW. Also, throughout the project, Ilya will act as a liaison with other projects to incorporate and vet the new tools developed elsewhere into OWW. Most importantly, Ilya will ensure future compatibility of these extensions by testing these extensions and additions as new versions of the core MediaWiki software are released.  Finally, depending on interest from the community, other specialized distributions will be developed, such as an education wiki distribution for developing and sharing course materials. 

D.V Statement on Intellectual Property 

All software developed under this grant will extend and integrate with the existing MediaWiki software distribution and therefore must fall under the terms of the GNU General Public License.  Individual users authorize licensing of the information they contribute to OWW under terms of the Creative Commons BY-SA license, which allows attributed re-use and extension given that the information is also shared.  By allowing the tools and intellectual property to be free for reuse and sharing, we hope that OWW will spark the development of similar scientific information resources.  
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