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Abstract

Synthetic Biology is currently a nascent field that shows much potential and promise, yet there are a number of developmental hurdles that must be overcome before this potential can be realized.  One such hurdle is the very process by which much of this research is performed.  At the present time, synthetic organism design is a complex, expensive, time-consuming process, for which there are few components and computational tools.  To facilitate a new dynamic research environment, we propose the development of GEMCAD, a user-friendly software suite designed to increase the speed with which circuits are designed, and thereby accelerate the overall pace of Synthetic Biology discovery.  This paper will examine the technical specifications for GEMCAD, the current and leading research required for its implementation, and the legal and business issues concerning its introduction and operation.

Introduction
Synthetic Biology Today

In Synthetic Biology today, no comprehensive computational tools geared specifically toward designing synthetic organisms and genetic circuits exist.  As a result, such design is currently a tedious manual process, requiring significant tweaking to ensure proper operation of each circuit pathway.  Additionally, many useful parts are difficult to locate, and even fewer are characterized completely and reliably.  Overall, current Synthetic Biology design and construction is laborious, cost-prohibitive, and overly complex.  However, if these problems can be effectively addressed, then the future of Synthetic Biology will likely be enhanced by the contributions of a wider audience of researchers, corporations, and enthusiasts.

GEMCAD

To address this important aspect of Synthetic Biology research, we propose the development of a new software suite, GEMCAD.  Simply put, GEMCAD will allow synthetic biology researchers to design and synthesize complex genetic circuits and pathways with a minimal amount of detailed knowledge regarding each specific part and sequence.  GEMCAD will provide a user-friendly framework of organizing and connecting parts for easy design.  It will allow high-level abstraction designs, with devices and functional parts, as well as specific adjustment of sub-parts to allow creation of new functional units.  Operationally, it will analyze the current system design to predict actual behavior and find errors or incompatibilities, and will maintain a database interface with a repository of parts containing standardized characterization data to retrieve the parts’ functionality and variable parameterizations.  Further, GEMCAD will match the circuit components’ transfer functions by determining the best available parameterizations.  After which, it will perform codon optimization and sequence assembly for creation at a DNA synthesis company, or synthesis in a laboratory through provided cloning instructions.

Functionality

To enable rapid design of synthetic systems, GEMCAD will directly interface with the registries and databases of components and their associated metadata.  It will automatically retrieve the part characterizations and functionality to allow for seamless system design and circuit manipulation.  Additionally, GEMCAD will utilize a repository of parts that includes part-specific variable parameterizations to facilitate optimization and fine-detail construction.  Based on this repository information, GEMCAD will then interpret and process this raw data, which will be stored in memory.  Further, any saved systems or part information will be automatically stored in a local database.  With this new interpreted/processed data, researchers will then be able to efficiently assemble parts and devices together as systems with a convenient graphical user interface (GUI).

The GUI (figure 1) will contain a listing of available parts, a system circuit display, a part-level display, and a simulation of the system’s operation.  To select a new part, a researcher will first inspect the list of available parts sorted by type or desired functionality.  This list will provide detailed complexity data for all parts, including promoters and terminators, functional components, such as reporters, and complex devices, e.g. an oscillator or signaling system.  Then, the researcher will specify the types of connections to be created between each part.  The connections may be generated in an automatic abstract fashion by selecting the desired functionality, with GEMCAD suggesting likely pathways.  However, if a specific design is desired, the researcher may also hand-pick a specific connection.  Each connection and pathway will then be error-checked and analyzed to ensure it will function as desired.  Finally, the GUI will interface with available simulators to determine the predicted actual operation.
When system design is finished, or a physical test version is desired, GEMCAD will optimize the system using both transfer function matching, as well as codon optimization, before creating the resulting sequence.  The sequence may then be directly outputted for DNA synthesis, or physically constructed in a laboratory based on generated cloning instructions.

Application Design

To achieve this level of functionality and automation, GEMCAD will be comprised of five integrated modules. (figure 2)  This design will allow both for independent construction and utilization, as well as incremental improvement of each module separately.  In this way, each module will be compatible with a variety of potential interfaces, such as multiple different databases or registries, without modifying the other modules.  In short, each module will perform one of the five primary functions: the Database Interface, System Linker, Graphical User Interface, Optimizer, and Output Interface.

Database Interface 
The Database Interface will enable the suite to interface with a variety of part registries, DNA sequence libraries, and characterization databases.  It will also address sequence licensing issues, by exclusively retrieving only part information, or by accessing only freely available databases.  It will also be able to access local databases, as well as use authentication methods to allow licensed or private access to remote databases.  Finally, it will have the capability to maintain a local cache of data and part information on disk.

System Linker 
The System Linker will interpret the raw data retrieved by the Database Interface into logical parts and devices, as well as analyze the systems being constructed.  This will provide an internal method for determining the predicted function and behavior of parts and their available parameterizations.  It will also provide a list of valid possible methods for linking parts together into metabolic pathways or genetic circuits.  Lastly, it will provide the ability to error-check and confirm the desired operation, and will interface with third-party simulators to predict the actual behavior of a system.

Graphical User Interface

The GUI will interpret the System Linker’s logical data and part functionality and accept the user’s input to design the desired system.  It will visually display available connection points superimposed on a graphical rendering of the current design.  Drag-and-drop functionality will be the primary method of assembly, as well as providing dynamic visual feedback to indicate whether the desired locations and connections between parts are valid.  In combination with the System Linker, it will validate and warn the user about invalid or incomplete designs, e.g. if a signaling molecule does not trigger anything, or a promoter is not regulated correctly.

Optimizer

The Optimizer will perform both transfer function matching and sequence tuning, such as codon optimization and repetitiveness reduction.  This will provide, at a minimum, a starting point for the creation of a novel part for use in a new species chassis.  Further, the transfer function matching ability will provide basic metabolic pathway tuning, while the Optimizer automatically selects appropriately parameterized parts to enable the desired functionality.

Output Interface
The Output Interface will provide the sequence of the resulting system based on variety of methods.  It can output the raw DNA to be sent directly to a synthesis company, possibly through private and secure channels.  Alternatively, it can output oligomers and cloning instructions, for assembly in a research laboratory.  Finally, the researcher may elect to send directions to a DNA licensing intermediate for further processing.

Software Implementation
GEMCAD will most likely be implemented either as a web-based interface, or as a standalone executable application.  In either case, it might be useful to offer both database server and client versions.  Realistically, it will probably be cooperatively developed in parallel with a new synthetic biology registry, as the currently available registries, e.g. BioBricks, do not yet contain enough part characterization, or standardized methods of database access.

Internet Application
GEMCAD will implement the Database Interface, System Linker, Optimizer, and Output Interface on the web server or associated database server, while the Graphical User Interface will be implemented directly within the web browser, most likely using a version of an AJAX interface or a Flash / JavaScript framework for maximum speed and functionality.  In this way, the GUI will remotely signal the appropriate actions to be taken by the server, which can then interface directly with the desired local or remote databases, and with the retrieved data, to perform the necessary visual display.  The System Linker can additionally feed back the logical connections and part types into the GUI display, while all sequence data will be stored on the server or database to minimize bandwidth utilization and maximize security.  When the sequence output is desired, it may be sent as a file download, or communicated directly to a DNA synthesis company.  As such, this method offers a number of advantages, including a greater compatibility with other operating systems, the means to instantaneously update program modules, and an expanded control over the application and sequence data.  However, since it is web-based, it has the disadvantage of requiring internet access, as well as a reduction of speed and performance consistent with the client’s network connection throughput.

Standalone Executable
As a standalone application, each module will likely be integrated together into one executable file, possibly including an available independent database/registry server.  In so doing, all sequence data will be stored remotely on the server, while the part and system information is stored locally on the user’s computer.  Since the GUI and other modules are compiled and integrated into one application, this method will be significantly faster than its web-based counterpart.  Furthermore, it has the advantages of allowing greater complexity on the client side, as well as reducing the usage requirements for the servers, as most computation is done locally on the client machine.  However, as a standalone application, it has a number of drawbacks, including a longer and more labor-intensive implementation, a less efficient means to accomplish modular updates, and less control and verification of source data.

Figure 1 | Example GUI Interface
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Figure 2 | Module Design Overview
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Background on Current Research

BioBricks

The concept of biological standardization in the hope of using previously manufactured components to interchange parts and assemble components, and then outsource assembly, has been a goal rooted in the creation of the field of synthetic biology itself. Currently, the essential element of this dream is the BioBricks repository system, the brainchild of Thomas F. Knight Jr., which is a standard for interchangeable biological parts that can be combined to build a biological system. In a process known as “standard assembly” the BioBrick parts are assembled together to form complex systems. The first and most prominent source for these BioBricks is the MIT Registry for Standard Biological parts which allows users to search for various parts in a database and analyze DNA sequences. Moreover, parts come with a description and definition and have been designed in such a way as to be assembled using standard cloning techniques. 

BioBrick parts are grown and stored in plasmid vectors and contain sites that enable introduction of other BioBrick parts. The two most common ways of composing parts are currently the Idempotent Assembly method and the Triple Antibiotic Assembly method. Typically, parts are cut with specific restriction enzymes and then ligated into a biological “circuit.”  MIT’s online registry is implemented as a Data Model and Perl interface and currently uses a relational database (RDBMS) allowing for easy maintenance of data.

Pre-existing Tools

Currently, several tools exist to do some aspect of GEMCAD’s functions, but no tool in itself is comprehensive enough to complete all functions. For instance, GeneDesign is a web based program for designing synthetic genes and contains several modules that can be used to manipulate synthetic sequences. Typically, the user begins with the protein sequence of a gene of interest and uses a reverse translation tool to obtain an oligo. Furthermore, GeneDesign is able to perform stepwise modifications to amino acid sequences to provide codon optimization.

The company Invitrogen also currently has 5 application modules having various aspects of the GEMCAD program. These include Vector NTI, AlignX, ContigExpress, Genome Bench, and BioAnnotator. Vector NTI is a sequence creation, mapping, analysis, design, annotation, illustration, and molecular biology data management. It is currently used primarily to design vectors for genetic engineering experiments. Align X is a module used for multiple sequence alignment of proteins and DNA for similarity comparisons and sequence annotation. The ContigExpress module is a fragment assembly program that can be used for de novo sequencing projects. The GenomBench module is a desktop software enabling users to download, view, analyze and annotate copies of reference genomic DNA sequences; furthermore, you can analyze genomic sequences from various species and can help users understand data in the context of genomic backbone sequences. Finally, BioAnnotator is a module which allows users to characterize protein sequences using several public and proprietary protein motif databases and then incorporate results as permanent annotations.

BioJADE

A design and simulation tool for synthetic biological systems similar to GEMCAD was created in 2004 by Jonathan Goler at MIT. The program, called BioJADE, is a biological graphical design tool programmed in JAVA. Users can design new parts or build a system by combining parts and then simulate their combined behavior. Once done, the designer submits the design to BioBricks parts repository so that the design is kept in the database. Once on the site, the designer can then use an assembler program to determine proper cloning instructions to put the circuit together. A major problem with BioJADE however is the reliance of the program exclusively on the MIT online registry of parts and the lack of part characterization.

Difficulties affecting GEMCAD’s Implementation

Characterization

One major flaw of BioBricks system is its lack of sufficient characterization of parts. In line with the notion of biological standardization is the concept of part characterization. In practical terms this means that there must be a method for measuring the system’s behavior in a repeatable way. Behavior is represented by parameters including: minimum and maximum signal levels, transfer functions, transcription load on the organism, and other incompatibilities. In short, we are concerned in knowing the behavior of the input and output signals for each part. Moreover, this quantified behavior will not be consistent across all conditions and organisms and so must be specifically tested for these various factors separately. Only after testing broadly for various conditions and organisms can general characterizations about the parts be made.

DNA Synthesis

Another practical concern is the creation of genetic circuits themselves which can be made by genetic cloning techniques or purely through DNA synthesis. While cloning techniques have been traditionally used in BioBricks, the time and effort associated with this method are often a limiting factor in creating new circuits. Not only is there significant effort associated with genetic cloning, but often unforeseen errors and technical difficulties can make these processes tedious. This directly translates into a loss of productivity currently facing the field of synthetic biology – rather than designing novel circuits, synthetic biologists must worry about constructing circuits first. An ideal scenario would be to directly synthesize each newly designed circuit directly. While this may be feasible for small oligos, currently, large DNA sequences are too costly and time consuming to completely synthesize from scratch.

However, the future holds promise in new technologies that will make it possible to construct large genomes both quickly and cheaply through high-throughput DNA synthesis machines. One instance of this was the announcement in 2004 by George Church of Harvard and Xiaolian Gio of the University of Houston of a new technique they termed “multiplex DNA synthesis,” which they claimed would revolutionize the way DNA would be synthesized in the future.  In 2000, the cost of DNA synthesis ran about $10 per DNA base-pair – only five years later, Blue Heron Technologies in Bothell, Washington offered rates as low as $1.60 per base pair. Recent reports by the National Research Council and Institute of Medicine suggest that the cost of DNA synthesis will drop to below 10 cents a base pair over the next five years. 

Other Considerations

Other limitations arise from the fact that we are working with biology and not silicon as in other types of synthetic processes. A cell is a complicated entity and the interactions of all components within the cell are difficult if not impossible to predict. This means that, for whatever reason, there is a great deal of noise in the circuit due to uncontrollable factors as well as rate determining steps such as diffusion and transcription/translation. Furthermore, the biological realities of evolution (while they can at times be both useful and beneficial to synthetic biology) mean that parts and circuits can sometimes become damaged or impaired and thus need to be fixed or removed.

Potential Applications

Possibilities for the application of such a synthetic biology tool are vast. However, it is important to remember that while such a tool can be used for a wide range of positive applications, it could also be used to cause harm. While the negative aspects of having such a tool must be considered and evaluated to try to address monitoring systems, we will be concerned only with practical benefits for now.  Biological circuits could be designed to act as biosensors for biochemical agents and poisons (i.e. anthrax); these sensors would have to be designed to be able to survive in the external environment as they react to the agent of interest. Another possibility is to create circuits aimed at producing energy and/or storage. Currently, many attempts at creating ethanol producing bacteria are being undertaken without the use of tools like GEMCAD.  Other applications include synthetic materials, therapeutics, bioreactors, molecular medical devices, and terraforming.

Legal and Business Considerations for the Structure of GEMCAD
Challenges Facing Functioning of GEMCAD

There are two main challenges in building a software suite that allows inexpensive design of synthetic pathways: 1) assembling the information necessary to make the database, and 2) granting access to the database, namely, whether it should be public, private, or a hybrid of both.

A database of this type would require significant data about a wide array of parts.  It requires the genetic code of the part, and the part needs to be very well characterized.  While pieces of this information exist today, the full characterizations of these parts do not.  Furthermore, some of these pieces of information either are or will be protected by a patent or kept as a trade secret.
  BioBricks,
 a similar publicly available database that relies on volunteer scientists to enter information about parts, is functional, but its information is often incomplete.  For instance, often the code for a particular part is not available, or it is unknown whether or exactly how well the part functions.

The strategy for acquiring all of the information needed for the database to be functional will depend on who may access it and how, which raises the second main difficulty facing the database.  If the data for the database will come from the general scientific community, then a pay-for-use system may be not only inequitable but also untenable.  If the data is privately created and compiled then the database will likely be private.

There are three potential solutions for the combination of these two problems: 1) secure public funding for the database and the research needed to create it and make it publicly available to everyone; 2) create a private (or at least semi-private) database that relies on user access fees; and 3) create a private or semi-private database that relies on income from an attached DNA synthesis company.  Each of these potential structures has benefits and downsides.

Potential Structures for GEMCAD

A.
Public Database

Under this model, a large grant from a government institution or foundation would fund efforts to identify and adequately characterize the parts and pay for the infrastructure of the database.  The database itself would be available to the general public.

Given the current state of development of synthetic biology, it does not appear feasible to create such a database without substantial financial support.  The BioBricks initiative and database illustrates the constraints on such an open source voluntary data posting model.  While the outpouring of data from people and laboratories that receive no compensation for posting other than a potential reputational benefit has been impressive, it has been inadequate to support a database that would require in depth characterization of the constituent parts.  Given that BioBricks is a well-organized consortium with buy-in from leaders in the relatively small field of synthetic biology, it represents the best possible scenario for a volunteer-based data drop; the fact that the quality of data it receives would be insufficient to support the proposed database suggests that there are no reasonable circumstances under which a purely public, non-funded initiative could provide the data to support such a system.

A large public grant of money would be the best way to ensure the data that supports the system is sufficient.  This money would support two separate pieces.  A larger preliminary grant would support affiliated research labs in their efforts to fully characterize existing parts and discover new ones.  This system could potentially operate like the HapMap initiative.
  The grant money could go to a small number of pre-specified labs that would use publicly available information and code to characterize potential parts for the database.  Like HapMap, which started with a number of available single nucleotide polymorphisms (SNPs) but added many more in its multi-year mapping process, this project would begin with a substantial amount of publicly available information that could be supplemented to complete the database.  The labs could build on the information available on BioBricks and published information from other fields that has not been integrated with work in synthetic biology to create a more complete set of data.

The publicly-funded database could also give small “prizes” to labs that fully characterized and uploaded parts.  Such prizes would be contingent on entering all of the information needed in the database, and would encourage scientists to invest in all of the research necessary to gather such information.  Additionally, the program could plug in to existing synthetic biology communities, such as iGEM.  The program could emphasize the quality of information necessary to complete the database and encourage the students to add parts to the registry.  The prizes from entering the data could help fund student iGEM projects.  The second grant of money would pay for the design, implementation, and support of the system and user interface.

A publicly funded system where much of the discovery and characterization was done in publicly-funded labs would largely avoid most intellectual property (IP).   The research funding would be granted conditional on the release of the data, so the researcher could not maintain the information under trade secret.  If there are existing parts that people have discovered and characterized that are being held under as a trade secret, the independent discovery of the part would destroy the trade secret.

Patents pose a slightly thornier, but still manageable problem.  Under federal law, a non-profit organization that invents something using a federal grant has the right to patent that invention.
  The granting institution has two ways to ensure that patenting does not affect the functioning of the database.  First, it could write in the contract that the researching institution is not allowed to patent anything discovered using those terms.
  Second, the granter could allow patenting at the discretion of the inventing institution, but contractually subject that patent to licenses to the database and its users.

Contractually subjecting the patent to use licenses for the database would still allow the inventing institution to commercially use its invention.  The license of the patent for the database could only be for research purposes.  Any visitor to the site would “sign” a click-wrap license acknowledging that they may only use some of the information for research purposes, and if they plan on using patented material for commercial purposes they must seek separate consent from the patent owner.  The database would then need to demarcate any patented code to alert users what is not available for commercial uses.

B.
Private Access Fee-based

The private access-fee based model would rely on private seed money to fund initial research creating enough information for the database to function and then charge users to access the database.  The company could also patent any sequences it thought might be commercially useful and license those out for additional revenue.

The private company could use as its starting point any information in the public domain, which it could include in its database.  It would need to supplement this by creating new information and possibly licensing existing patents that cover code useful for the database.

The system would operate by a pay by use or subscription system in order to make money.  The company could offer a free “teaser service” that does not provide substantial information to solicit business for its pay for access service.  It would require an agreement from all users that they will not share the information with others.  This model bears the risk of a paid subscriber releasing database information to public.  While there are civil remedies for such actions, they require costly litigation and are often insufficient.

C.
Semi-public Database Tied to DNA Synthesis Capacity

The DNA synthesis database would use private seed money to fund initial research to create the database, like the access-fee model, but would make money by charging visitors for creating the DNA of the parts and even organisms they design.  This model would facilitate synthetic biologist “hobbyists” by letting the public design and create organisms without having to know the code or background.

The database could have a simple interface that allowed visitors to design based on basic information about parts, without giving them access to the code itself.  Once the visitor designed a piece of DNA or even an entire organism the private code would be sent to the DNA synthesis lab and subsequently sold to that user.

The company could operate on either a trade secret or patent model.  The trade secret model would require that the company take reasonable efforts not to show third parties, including the consumers, the code of data.  If DNA sequencing was readily available, the sale and shipment of DNA with the code in it would contradict reasonable efforts.  However, if the company was able to keep other proprietary data, such as how well the particular gene functions and what the best promoters, etc are for it, it could still run the business using trade secrets, even if much of the code was available.  

Alternatively, the company could patent some of the genes it discovered.  This would give them the exclusive right to use these patented genes for twenty years from the date of filing, but would also release all of the information to public for use after that.  If the company patented any of the genes in the database, it could also consider charging small licensing fees to customers who chose to incorporate that sequence into their product.

Recommendations

Based on the current state of synthetic biology, a public database would most likely be the best structure for a database like GEMCAD.  As a relatively new field, most synthetic biology research is conducted in university laboratories, and a publicly accessible database would serve the community better than a paid access one.  This system also takes advantage of the existing synthetic biology community.  The major hurdle to this approach is securing sufficient public funding to create and supplement the database.  While this is by no means a given, it is possible, as the success of HapMap proved.

Both private models have larger uncertainty.  The DNA synthesis model relies on a technology that is not ready and a consumer base that currently does not exist.  While it may be a viable model in the future, both the field of synthetic biology and the concept of backyard science need to grow before this becomes a viable business model.  The private access database may be more feasible, but given the current small size of the synthetic biology community, and the fact that most of its members are part of non-commercial research institutions, it is unclear how large of a paying customer base exists for this business model as well.

Future Directions for Synthetic Biology

GEMCAD will expedite the goals of rapid and inexpensive design, while requiring much less knowledge regarding the operational details for each specific part and component.  As such, it will facilitate the opening of Synthetic Biology to a larger global body of researchers, as well as increase the rate at which synthetic organisms can be constructed and tested.   In effect, it will decrease the cost and time spent on designing and testing synthetic organisms, by decreasing the process complexity through a novel computational interface, thereby serving to bridge the gap between the current capabilities of DNA synthesis and system design.  Most importantly, it will mark an important step in making Synthetic Biology efficient, cost effective, and accessible to the broader scientific community.

� A trade secret is a piece of business information that is kept secret to maintain an advantage over competitors.  It “(1) derives independent economic value, actual or potential, from not being generally known or readily ascertainable by others who can obtain economic value from its disclosure or use, and (2) is the subject of reasonable efforts, under the circumstances, to maintain its secrecy.”  Blacks Law Dictionary, 8th Ed. (2004).


� The main registry of parts in available at http://parts.mit.edu/registry/index.php/Main_Page


� See http://www.hapmap.org/ (“The International HapMap Project is a partnership of scientists and funding agencies from Canada, China, Japan, Nigeria, the United Kingdom and the United States to develop a public resource that will help researchers find genes associated with human disease and response to pharmaceuticals.”).  Last visited Apr. 25th, 2007.


� 35 U.S.C. § 202.


� 35 U.S.C. §202(a)(ii).  This would require the funding agency give notice to the Secretary of Commerce within 30 days after the award agreement was finalized, and the decision to not allow patenting would be subject to the scrutiny of the Secretary of Commerce.  35 U.S.C. § 202(b)(1).


� The federal granting agency naturally retains the right to “the Federal agency shall have a nonexclusive, nontransferable, irrevocable, paid-up license to practice or have practiced for or on behalf of the United States any subject invention throughout the world.”  35 U.S.C. § 202(b)(4).


� There is an experimental use exception that could protect some users of the database from patent infringement, but it is very narrow and in flux; creating a contractual obligation to allow others to use the information claimed by the patent is a much more secure and reasonable approach.  See Madey v. Duke Univ., 307 F.3d 1351, 1362 (Fed. Cir. 2002) (“ . . .the experimental use defense is very narrow and strictly limited . . . .”).


� While there is a research exemption for patents, it would not cover use of the information covered by those patents in a for-profit database.


� This also relies on the success of companies like Blue Heron in creating methods and technologies that allow for the quick and relatively inexpensive creation of specific sequence DNA.
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